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Abstract 
For the past 50 years, BALSAC has been reconstructing the genealogical lines of the Quebec 
population of French-Canadian descent using marriage records. However, technical limitations 
have emerged since, as we move forward in time, more events are recorded every year and the 
task to integrate them in the database increases accordingly. It has become obvious that to 
pursue the development of the database we could no longer rely exclusively on manual or semi-
automatic operations to digitize, integrate and link millions of records. 

Progress in machine learning opens up promising avenues for historical databases. Word 
recognition algorithms, especially handwritten text recognition (HTR), have improved 
significantly in the past few years. We just initiated a new project relying on HTR for the 
transcription of Quebec civil registers. Ultimately, our goal is to process approximately two 
million pages of digitized records and extract about six million birth and death certificates from 
1850 to 1916. We intend to identify and index various entities contained in each record: names 
and surnames (of subject, parents, and spouse), dates, places, and occupations. One of the key 
issues we are facing pertains to the quality of the digitized documents (quality of preservation as 
well as quality of digitization). Moreover, since we cover the whole Quebec territory and a period 
spanning 70 years, the great diversity across registers in terms of wording and of handwriting 
styles will certainly also represent a major challenge. 

In this paper, we briefly describe the context that has led us to make the decision to rely on HTR 
for the transcription of Quebec civil records. Then, we present a qualitative assessment of the 
records for the period 1850-1916 and a description of the work done to produce the ground truth. 
Lastly, we provide an overview of the HTR approach and present preliminary results on the main 
operations. 

 

  



3 
 

Introduction 

Over the last 50 years, the BALSAC project has been engaged in the same mission: building and 
consolidating a major database on the Quebec population with a temporal scope spanning four 
centuries. The core of the database is comprised of demographic events extracted from the 
transcription of parish and civil registers. Birth, marriage and death records are linked together 
to reconstruct the Quebec population from the beginning of French settlement to the 
contemporary period. After a first phase of development when efforts were concentrated on the 
family reconstitution of the Saguenay region, decision was made to restrict entry to marriages 
because once linked together they allow for the reconstitution of genealogical lines over several 
generations. This orientation has increased the research potential of the BALSAC database in 
human genetics and health-related fields, especially when used in conjunction with genetic data, 
but at the expense of a comprehensive coverage of families. 

More recently, a third phase of development has been initiated, based on three distinct 
objectives: integrate births and deaths to the marriages already in BALSAC; adapt the database 
structure to allow for integration and connection to other types of data (in addition to civil 
records) and, facilitate data access through the development of a Web portal. From 2013 to 2018, 
BALSAC conducted an initiative that led to the creation of the Integrated Infrastructure of the 
Quebec Population Historical Microdata (French acronym: IMPQ).1 One of the main components 
of the IMPQ was to bring together in a single dataset existing data from civil records and extend 
the coverage by the integration of birth and death certificates up to 1849.2  

During this project, it became increasingly evident that to pursue the development of the 
database we could no longer rely exclusively on manual or semi-automatic operations to digitize, 
integrate and link millions of records. As an illustration, the total population of the province of 
Quebec is almost six times larger in 1961 than it was in 1851.3 Trying to recompose families up 
to 1965 by adding birth and death records at the same rate as before would take decades to 
complete. Fortunately, progress in machine learning opens up promising avenues for historical 
databases as word recognition algorithms, especially handwritten text recognition (HTR), have 
improved significantly in the past few years. These considerations led the BALSAC team to make 

                                                           
1  Infrastructure intégrée des microdonnées historiques de la population du Québec (1621-1918) [Base de 
données/accès Web]. Université du Québec à Chicoutimi/ Université du Québec à Trois-Rivières/ Université de 
Montréal/ Université Laval. (https://impq.cieq.ca). 
2 Data from the civil registers come from a partnership between BALSAC and the Programme de recherche en 
démographie historique (PRDH) based at the Université de Montréal. The other main objective of this project was 
to link the civil registers with the seven Canadian censuses from 1851 to 1911 held by the Centre interuniversitaire 
d’études québécoises (CIÉQ). 
3 The population has grown not only through births, but also through migration. Nevertheless, it is clear that the task 
of adding births (and deaths) manually becomes more time-consuming over time.  
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the decision to rely on this technology for the transcription of Quebec civil registers and their 
integration in the database. 

These developments are part of a new initiative aimed at the creation of i-BALSAC, an 
infrastructure to study the Quebec population through a joint genealogical, genomic and 
geographical approach. The project is set around five objectives or components: integration of 
demographic, genetic and geographic data, development of statistical tools and of a historical 
GIS and implementation of a web portal for access. Ultimately, the infrastructure will form a 
laboratory for population studies allowing scientists to tackle complex research questions 
through innovative multidisciplinary studies. 

A major task in this project will be to integrate into BALSAC the birth and death records for the 
Quebec population from 1850 to 1916. Ultimately, our goal is to process approximately two 
million pages of digitized records to identify and index the various entities contained in each 
record such as names and surnames, dates, places, and occupations. It is estimated that between 
six and eight million records will be added into the database, more than doubling its current size. 
However, new projects create new possibilities, but also new challenges. The important volume 
of data that is contained on two million images will certainly enhance research avenues, but it 
comes at the price of great variations in terms of writing styles, of page structures and of the 
multiple particularities of tens of thousands of registers covering almost seven decades. The 
impossibility to make an exhaustive inventory of the images (both in terms of structure and 
content) remains a major challenge to any text recognition process. But this is also an opportunity 
to build an adaptative tool to extract as much as possible useful information from the registers, 
including on groups such as First Nations or immigrants not always well covered otherwise. 

In this paper, we present a qualitative assessment of Quebec civil records for the period 1850-
1916 to illustrate some of the characteristics of the data and the challenges they raise. Then, we 
describe the work done to produce the ground truth. Lastly, we provide an overview of the 
approach used to transcribe the records and present preliminary results on the main operations 
related to layout analysis, handwritten text recognition and entity extraction. 

Quebec civil registers: A qualitative assessment of the source 

The registration of births, marriages and deaths in Quebec is governed by a double legislation: 
one of ecclesiastical jurisdiction, the other of civil jurisdiction. The priests were in charge of this 
double registration according to well established standards.4 Throughout its development, the 
BALSAC file has drawn from both sources to support the progressive coverage of the Quebec 

                                                           
4  For a general portrait of the rules governing the registration see Gérard Bouchard and André LaRose, “La 
réglementation du contenu des actes de baptême, mariage, sépulture, au Québec, des origines à nos jours,” Revue 
d’histoire de l’Amérique française 30, no. 1 (1976): 67–84, https://doi.org/10.7202/303510ar.  
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population. The data entry has relied on manual transcriptions drawn from images of registers 
which quality varied greatly. Thanks to a partnership with Bibliothèque et Archives nationales du 
Québec (BAnQ), we now have access to nearly two million high resolution images containing all 
of Quebec’s civil registers between 1850 et 1916. Catholics represent about 60% of registers from 
this period while the remaining 40% are composed of various non-Catholic confessions, including 
Protestants and their various denominations as well as Jews and Orthodox. These proportions 
are slightly misleading, however, since they suggest relatively similar populations in size and 
importance. For a vast majority of cases, a register is equivalent to a parish. This is especially true 
for Catholic registers for which we observe a constant denomination over time. Moreover, a 
Catholic parish refers to both a territory and the community living on this territory. On the other 
hand, non-Catholic parishes are community-based and often encompass areas also covered by 
one or several Catholic parishes. Protestants include many denominations and each new 
denomination gives rise to the opening of a new register. Comparing Catholics and non-Catholics 
in terms of number of images, the proportions change to 78% and 22% respectively. A final count 
of events by religious affiliation will only be available after reading the entire set of images. 
However, given what we have observed in terms of structure and content (more on that below), 
we can expect these proportions to increase even more in favor of Catholics. 

As the digitization work by BAnQ took place over a long period, the methodology as well as the 
technology have evolved. Most of the original images were initially shared in TIF format and, for 
practicality, were then converted to JPEG 2000. It is estimated that about 15% of the images 
remain in JPG format, sometimes even in grades below the recommended 300 DPIs for 
recognition process. Digitization of registers from 1900 onwards was done with a superior image 
resolution ideal for text recognition. The difference in quality depending on the format can be 
appreciated in Figure 1 where two images are displayed: one in TIF format on the left and one in 
JPG format on the right. 

 

Figure 1. Examples of TIF and JPG images. 

The images are composed of complete registers, including, in addition to the certificates 
themselves, covers, indexes and other extra pages. Other structure-related aspects must also be 
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considered. In some cases, the image corresponds to a single register page while in others the 
two open pages of the register were scanned at the same time (Figure 2). Thus, the structure of 
the image cannot be expected to be always the same, and this represents a major challenge. The 
size of the registers also plays an important role in the structuration of the text. Depending on 
the size, a page can contain only one event, as is sometimes the case in non-Catholic registers, 
and sometimes up to 4 or even 5 in Catholic registers. Lastly, the length of the text varies 
according to the type of event and this also has an impact on the structuration. For instance, in 
Catholic registers, marriage records are the longest, more than twice as long as birth or death 
records. 

 

Figure 2. Differences in size, page structure and content for Catholic and non-Catholic registers. 

The material quality of the registers themselves also varies due to their age (more than a hundred 
years old) and to the conditions in which the documents were kept. Breaks, tears, spots and other 
physical damages as can be seen in the examples shown in Figure 3 could limit the recognition 
process in proportions that remain unknown. Right from the start, we should thus expect that a 
fraction of all images will be difficult if not impossible to process. 
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Figure 3. Examples of damaged registers. 

In terms of page structure, the volume of images to be processed containing records of 
demographic events certainly complicates the task of an exhaustive examination. Despite having 
done some punctual researches in the files, our qualitative assessment is mostly limited to the 
sample chosen to constitute our ground truth (see below). But some observations are more 
generalizable than others. For instance, the structure of Catholic records is known to be uniform 
both spatially (same for the whole province) and temporally (at least for the period covered in 
this project). One important characteristic is the presence of a well-defined margin consisting of 
an event identifier followed by the name of the subject or subjects of the event. On the other 
hand, Protestant records, although similar, seem less uniform across ministers and possibly 
confessions. Among all denominations, the use of a birth form including typed sections begins in 
the first decades of the 20th century and gradually spreads. Finally, we notice the presence of 
tables recording births, marriages and deaths among First Nations populations. Figure 4 contains 
in the left panel a birth from 1902 registered using a form and on the right panel, a table recording 
baptisms of members of the First Nations in 1903. 
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Figure 4. Less common formats of registers: on the left, a birth recorded using a form and, on 
the right, a table containing baptisms of members of the First Nations. 

Regarding the textual aspects, the principles guiding the writing of events ensure a great 
uniformity, at least for Catholics. The detection of the searched entities should be facilitated by 
repetitive formulas that leads to a regularity in the listing of the various information reported by 
priests.5 For example, in a Catholic birth record, the first line always corresponds to the date of 
registration (Figure 5). It is followed by the name of the subject and a reference to his/her birth 
date (e.g. born 2 days ago). Non-Catholic acts are fairly regular too, but the different entities are 
placed in a somewhat different order. Moreover, information is often missing and it is not 
uncommon, for instance, to see a birth certificate without any information about the parents. 

 

Figure 5. The date of registration in a Catholic register. 

Language can also represent an issue for automatic text recognition (Figure 6). While Catholic 
registers are mostly written in French, non-Catholic ones are more often than not written in 
English. Although it is relatively easy to detect and process the two languages when they are used 
in the registers separately, the analysis can be complicated by the presence of bilingual registers 
that shift from one language to the other across events. Finally, the coverage of groups such as 
First Nations and immigrants should lead to a significant addition to the lexical diversity. Spellings 

                                                           
5 See Bouchard and LaRose, “La réglementation du contenu des actes de baptême, mariage, sépulture, au Québec, 
des origines à nos jours.” However, the literature on the exhaustivity of registers is very thin. For a regional 
perspective see Mario Bourque, France Markowski, and Raymond Roy, “Évaluation Du Contenu Des Registres de 
l’état Civil Saguenayen, 1842-1951,” Archives 16, no. 3 (1984): 16–39. For a temporal perspective see Raymond Roy 
and Hubert Charbonneau, “Le contenu des registres paroissiaux canadiens du XVII siècle,” Revue d’histoire de 
l’Amérique française 30, no. 1 (1976): 85–97, https://doi.org/10.7202/303511ar. 
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that are less common and subject to strong variations (due in particular to the errors created 
during registration by parish priests) will find very little concordance with existing dictionaries. 

 

Figure 6. Examples of a bilingual register and name diversity found among members of the First 
Nations and immigrants. 

Producing the ground truth 

To build our ground truth we relied on a set of transcriptions comprised of 983 images. In our 
selection, we tried to be as inclusive as possible in almost every aspect described above while 
keeping in mind that the majority of events recorded are about Catholic French Canadians. 
Considering the whole set of images and the modest size of our sample, we did not try to be 
exhaustive nor representative in a statistical sense. Also, since the aim is to extract information 
from events in the registers, we limited our sample to pages containing such events. This explains 
why we did not include covers which contain no or limited text nor indexes which occur in a more 
or less constant format. 

The constitution of our ground truth was done using Transkribus, a software that enables scholars 
to benefit from a set of tools specifically designed for handwritten text recognition.6 The work 
was done in three successive steps: the layout analysis, the transcription and the tagging of 
specified entities. First, the layout analysis is designed to automatically identify text regions, lines, 

                                                           
6 We did not use Transkribus for the whole processing of the registers mostly because of the challenges related to 
the volume and quality of the images or content mentioned above and because of the tight project schedule (only 
three years).  
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and baselines using a segmentation process. This allows the creation of text boxes for different 
sections of pages like margins or paragraphs containing the registered events. Structural tags 
such as margin, signature, and reference number (ref) are used to mark-up the pages and better 
document their formal structure (Figure 7). 

 

Figure 7. Page structure and mark-up. 

Following this first step, research assistants transcribed the text as accurately as possible. The 
pages contain many different handwriting styles, and each scribe had their own peculiarities. 
These may take the form of a general problem of letter formation attributable to style, habits, or 
writing speed. But sometimes they can be more specific, like the now obsolete long “s”, which 
resembles a “f”. Figure 8 below shows two examples. In the first image, we read “sousigné” 
where we should read “soussigné”, with a doubled “s”. In the second picture, it is written “cette 
paroisse”, but the long “s” makes it resemble “sf”. During the transcription process, all these 
cases can lead to confusion or even omission of letters in common and recurrent words. 

 

Figure 8. Examples of challenging handwriting features 

Orthographic errors, or variations, in non-named entities are rather harmless, especially for high-
occurrence words. However, names can vary a lot more, and strong variations can prevent 
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potential matches in future linkage operations.7 To document the conditions (material or textual) 
for observed variations in the spelling of words, assistants were encouraged to use textual 
annotations, or tags, such as blackening, unclear, gap, strike through or superscript. 

Finally, selected entities were identified in our ground truth to be recognized later through 
Named Entity Recognition. Entities can be grouped into broad categories such as dates, names, 
places, and individual characteristics. They locate events in time and in space, they specify the 
role of individuals mentioned in the records, and provide socioeconomic information such as 
occupations, honorific titles, and literacy. For practical reasons, we made the decision to limit the 
Named Entity Recognition specifically to dates, names, occupations and declared residences.8 It 
is known that these characteristics are found consistently in certificates throughout the period 
and that they are much easier to retrieve than other pieces of information. While names and 
places are referred to in a limited amount of words, presence and signature, for instance, are 
specified in sometimes complex sentences requiring more interpretation. In addition, names, 
places, and occupations can be easily linked to existing dictionaries containing all the variations 
found in the BALSAC database over more than three centuries of records. But, more importantly, 
the selected entities are necessary to the family and population reconstruction. The links 
between records are made on the basis of names, but context variables such as places and even 
occupations can help the selection of candidate individuals or families.  

At this stage, each entity was annotated accordingly (see Figure 9 for an overview and the bottom 
left quadrant for some of the tags used). In Transkribus, properties can be added to dates and 
names to improve tag specification (the output is shown in the upper left quadrant). For names, 
we specify the roles individuals play in each event (subject, father, mother, godfather, etc.). For 
dates, the properties help to differentiate the registration date from the date of the event. Thus, 
the tagging of entities serves a dual objective: to validate the transcription through an entity-
oriented operation, and to provide an overview of the textual structure of registers. Moreover, 
standardized tags will help answer questions about the consistency of the textual structure of 
registers over time and to document the structure of records over a long period to compare 
ecclesiastical and civil registration requirements to reality. 

                                                           
7 Metrics on named entities will allow a validation step before the linkage process. The closer names are to their 
original form in the transcription, the better the chances to match the individuals in subsequent operations.  
8 This will not prevent the use of complete post-recognition transcripts for further extraction of other entities. 
Individual characteristics will be added progressively in the database.  
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Figure 9. Example of a complete transcription with textual tags using the Transkribus platform. 

Analysis, recognition, extraction: preliminary results 

The automatic processing of the registers can be divided into three main steps (Figure 10). First 
comes the layout analysis of the digitized images: identifying single and double pages, detecting 
the text lines, and eventually reconstructing the semantically meaningful acts (marriage, death 
or birth records) from these lines. The second step is the handwritten text recognition: the 
previously identified text lines are run through a system comprised of an optical model, which 
focuses on the visual characteristics of letters and fragments of words, and a language model, 
which is used to predict likely sequences of characters and words. Lastly, a Named Entity 
Recognition system extracts entities which have been identified as relevant in the data used for 
training; here, we identify person names, occupations and familial relations, as well as place 
names and dates. 
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Figure 10. Representation of the overall workflow 

All the results presented in this paper have been obtained on the same dataset of manually 
annotated civil records pages, with the same train / validation / test splits (Table 1). These pages 
were segmented, transcribed and annotated using Transkribus, as detailed in the previous 
section.  

 
Number of 

pages 
Number of 

lines 
Train 730 37191 

Validation 92 4612 
Test 91 4356 
Total 913 46159 

Table 1 – Description of the dataset 

Document Layout Analysis – The Document Layout Analysis (DLA) is the step at which the 
document structure is extracted: the various elements such as text lines, graphics, or illustrations, 
are located, and meaningful relationships between elements can be taken into account and 
reconstructed, for example by grouping text lines into paragraphs, or linking figures to their 
captions. To begin with, we focused solely on text line extraction.  

The text line extraction was done using dhSegment 9 (Figure 11), an open-source Document 
                                                           
9 Ares Oliveira, S., Seguin, B., and Kaplan, F. (2018). dhsegment: A generic deep-learning approach for document 
segmentation. In Frontiers in Handwriting Recognition (ICFHR), 2018 16th International Conference on, pages 7–12. 
IEEE. 
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Layout Analysis library that has yielded good results on different historical document processing 
tasks. dhSegment aims at a general and flexible approach: depending on the input data, it can 
address, for example, text line extraction or complete layout analysis. 

The model is a Fully Convolutional Network (FCN) comprised of (1) a contracting path which is a 
pre-trained model, and allows for a reduction of the number of parameters to learn, helping 
dhSegment achieve good results with a small amount of specific training data, and (2) an 
expanding path that is trained on the corpus-specific data. Some post-processing steps, such as 
the filtering out of the smallest connected components, can be applied afterwards. 

Figure 11. dhSegment architecture 

dhSegment was trained for a line segmentation task on manually annotated BALSAC data, with 
the train / validation / test splits exposed above. Two classes are defined: the background and 
the text line. The text lines were annotated using Transkribus, as described in the previous section. 

After the trained model has predicted background and text lines probabilities for the pixels of an 
image, a postprocessing step is applied: the pixels with low class probabilities, as well as the 
smallest connected components, are filtered out; then the remaining connected components are 
simplified into bounding rectangles, to which one of the two classes is assigned. 
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Figure 12 - Intersection over Union on a BALSAC text line 

The model’s predictions are evaluated using the Intersection-over-Union (IoU) metric, illustrated 
in Figure 12, which compares the surfaces of the expected ground truth zones and the ones that 
are predicted. The DLA results are presented in Table 2. 

 Background Text Line mean IoU 
Validation 90.72 78.26 84.49 

Test 90.75 78.26 84.50 

Table 2. Document Layout Analysis results 

The mean IoU is very close on validation and test, which means that the pages in those two 
subsets have similar structures. The IoU value, of about 85, is akin to what we usually obtain on 
other historical document datasets. 

The next step in Document Layout Analysis will be to reconstruct the acts contained in the 
registers from the detected text lines (Figure 13). For this task, the layout analysis will probably 
have to be combined with the results of the text recognition, as this identification of semantically 
significant structures should be based both on visual cues and textual content. 
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Figure 13 - Automatically detected text lines on two images  

Handwritten Text Recognition – The Handwritten Text Recognition (HTR) is performed on the 
text lines extracted by the DLA engine, and outputs the corresponding text. The HTR engine is 
built on the Kaldi toolkit10, which is based on a DNN-HMM (Deep Neural Network - Hidden 
Markov Model) model. 

HTR systems are typically made of two components. First, an optical model, which is trained on 
text line images, learns the different shapes of the characters. During the decoding phase, it 
predicts character probabilities in the text line using a sliding window segmentation. Then, a 
language model, which is trained on the text of the target documents, models linguistic 
information, usually based on the frequencies of sequences of character or words. These two 
components are used jointly during the training and testing procedures.  

                                                           
10 Arora, A., Chang, C. C., Rekabdar, B., Povey, D., Etter, D., Raj, D., Hadian, H., Trmal, J., Garcia, P., Watanabe, S., 
Manohar, V., Shao, Y., and Khudanpur, S. (2019). Using ASR methods for OCR. ICDAR (submitted) 2019, page 6. 
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In our HTR system, the optical model is composed of three parts: flat-start DNN-HMM, alignment 
and chain aligned DNN-HMM. In the flat-start model, no alignments between the line image and 
the corresponding transcription is given during training. (Providing word or character level 
annotations is expensive.) The output of the flat-start model is used in the alignment part to 
create alignments between image and text which will be used in the second DNN-HMM. During 
the recognition, only the second model is used. 

The first DNN-HMM consists of 4 layers of convolutions with ReLU (Rectified Linear Unit) and 
batch normalization; 5 layers of TDNNs (Time Delay Neural Network) with ReLU and batch 
normalization; and an output layer with softmax. 

The second DNN-HMM model consists of 6 layers of convolutions with ReLU (Rectified Linear 
Unit) and batch normalization; 4 layers of TDNNs with ReLU and batch normalization; and an 
output layer with softmax. 

The language model is a discrete Markov Chain usually called ngram. It is trained on the 
transcribed data at a sub-word level. A sub-word level language model can deal with short text 
lines in which the words are often split, such as what we have in the civil records, and can also 
predict out-of-vocabulary words as sequences of sub-words, instead of simply indicating that 
they are unknown. 

The HTR results are evaluated using Character Error Rate (CER) and Word Error Rate (WER). The 
CER is the edit distance (Levenshtein distance11) between two strings, normalized by length. One 
string can be transformed into another using three edit operations: insertion, deletion and 
substitution of one character. The minimal number of operations needed to transform a string 
into another is called the edit distance. The WER works on the same principle, but at word level 
instead of character level. 

The actual data splits for the HTR tasks are slightly different from the ones presented in Table 1, 
because the empty text lines are ignored (Table 3). 

 Number of 
pages 

Number of 
lines 

Train 730 36941 
Validation 92 4592 
Test 91 4323 
Total 913 45856 

Table 3 - Dataset and splits for Handwritten Text Recognition 

                                                           
11 Levenshtein, V. (1966). Binary Codes Capable of Correcting Deletions, Insertions and Reversals. Soviet Physics 
Doklady, 10:707. 
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Table 4 presents the HTR results on BALSAC’s data, which can be compared to the results 
obtained by the same Kaldi model, and state-of-the-art models12, on artificially constructed 
benchmark datasets commonly used for model evaluation, the IAM 13  (English handwriting 
copied from a printed text) and RIMES14 (French handwritten letters composed by volunteers) 
datasets (Table 5). 

 CER WER 
Validation 6.08 17.05 
Test 6.13 17.07 

Table 4. Handwritten Text Recognition results  

 

 IAM (Kaldi) 
IAM 

(SOTA12) 
Rimes 
(Kaldi) 

Rimes 
(SOTA12) 

WER test 17.37 10.5 8.47 7.9 
CER test 7.49 3.2 3.48 1.9 

Table 5 - Kaldi and state-of-the-art HTR results on the IAM and Rimes datasets 

The error rates obtained by our Kaldi model on BALSAC are higher than those obtained on the 
two benchmark datasets but in a similar range; however, these datasets are synthetic and rather 
easy, and the results obtained on BALSAC’s data, with a CER below 10%, are good for a baseline 
system. It should however be noted that the results presented here were not obtained on 
automatically detected text lines, but on manually annotated text lines; they are therefore 
probably a little optimistic. 

Figure 14 shows examples of line images with the ground truth and predicted transcriptions, and 
the errors in the predictions at word level: C is correct, S is a substitution. 

                                                           
12 Bluche, T. and Messina, R. (2017). Gated Convolutional Recurrent Neural Networks for Multilingual Handwriting 
Recognition. In 2017 14th IAPR International Conference on Document Analysis and Recognition (ICDAR), pages 646–
651. 
13 Marti, U.-V. and Bunke, H. (2002).  The IAM-database: an English sentence database for offline handwriting 
recognition. International Journal on Document Analysis and Recognition, 5:39–46. 
14 (Augustin, E., Brodin, J.-M., Carré, M., Geoffrois, E., Grosicki, E., and Prêteux, F. (2006). RIMES evaluation campaign 
for handwritten mail processing. 2009 10th International Conference on Document Analysis and Recognition, page 
5. 
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Figure 14. Examples of predicted vs ground truth transcriptions 

Named Entity Recognition – The goal of Named Entity Recognition (NER) is to find and classify 
named entities, i.e. one or more words identifying real-word objects, in text. 

Current state-of-the-art NER engines are based on neural network architectures 15 16  and 
contextualized embeddings171819. These contextualized embeddings, which are contextualized 
language models and output word vectors to be used as training data, provide good word 
representations, but are computationally expensive. 

                                                           
15  Ma, X. and Hovy, E. (2016).  End-to-end sequence labeling via bi-directional lstm-cnns-crf. arXiv preprint 
arXiv:1603.01354. 
16 Lample, G., Ballesteros, M., Subramanian, S., Kawakami, K., and Dyer, C. (2016).  Neural architectures for named 
entity recognition. arXiv preprint arXiv:1603.01360. 
17  Peters, M. E., Neumann, M., Iyyer, M., Gardner, M., Clark, C., Lee, K., and Zettlemoyer, L. (2018). Deep 
contextualized word representations. arXiv preprint arXiv:1802.05365. 
18  Reimers, N. and Gurevych, I. (2019). Alternative weighting schemes for elmo embeddings. arXiv preprint 
arXiv:1904.02954. 
19 Devlin,  J.,  Chang,  M.-W.,  Lee,  K.,  and  Toutanova,  K.  (2018).   Bert:  Pre-training  of  deep bidirectional 
transformers for language understanding. arXiv preprint arXiv:1810.04805. 
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In BALSAC, we want to identify a number of entities, which were annotated in various manners 
in the XML files. The annotated classes are:  

• _date (date of the event recorded in one act)  
o dates can have the following properties: _enregistrement:1 or _evenement:1, 

indicating whether the date is that of the event itself, or the date at which it was 
recorded. 

• _lieu_residence (places where the subjects of an act live) 
• _age (the subject(s)’s of an act’s age at the time of the recorded event) 
• _prenom (first names) 

o _role is a property of _prenom which specifies the role of a person mentioned in 
an act. It can have a number of values, mainly sujet (the main subject of an act) 
and family relations (father, mother, godfather, godmother, spouse…) 

• _nom (last names) 
• _profession (occupations) 
• the continued property on any of the aforementioned tags indicates that the entity in 

question crosses over the text line; see for example the _profession “cultivateur” in Figure 
15. 

All these tags are located in the text using the offset and length properties. 

 

Figure 15. Excerpt from an annotated XML file 
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The NER results are evaluated using the standard Precision (P), Recall (R) and F-measure (F1) 
metrics. These metrics are defined by the following equations: 

𝑃𝑃 =  
𝑇𝑇𝑇𝑇𝑇𝑇𝑇𝑇 𝑃𝑃𝑃𝑃𝑃𝑃𝑃𝑃𝑃𝑃𝑃𝑃𝑃𝑃𝑇𝑇𝑃𝑃

𝑇𝑇𝑇𝑇𝑇𝑇𝑇𝑇 𝑃𝑃𝑃𝑃𝑃𝑃𝑃𝑃𝑃𝑃𝑃𝑃𝑃𝑃𝑇𝑇𝑃𝑃 + 𝐹𝐹𝐹𝐹𝐹𝐹𝑃𝑃𝑇𝑇 𝑃𝑃𝑃𝑃𝑃𝑃𝑃𝑃𝑃𝑃𝑃𝑃𝑃𝑃𝑇𝑇𝑃𝑃
 

𝑅𝑅 =  
𝑇𝑇𝑇𝑇𝑇𝑇𝑇𝑇 𝑃𝑃𝑃𝑃𝑃𝑃𝑃𝑃𝑃𝑃𝑃𝑃𝑃𝑃𝑇𝑇𝑃𝑃

𝑇𝑇𝑇𝑇𝑇𝑇𝑇𝑇 𝑃𝑃𝑃𝑃𝑃𝑃𝑃𝑃𝑃𝑃𝑃𝑃𝑃𝑃𝑇𝑇𝑃𝑃 + 𝐹𝐹𝐹𝐹𝐹𝐹𝑃𝑃𝑇𝑇 𝑁𝑁𝑇𝑇𝑁𝑁𝐹𝐹𝑃𝑃𝑃𝑃𝑃𝑃𝑇𝑇𝑃𝑃
 

𝐹𝐹1 =  
2 ∗ 𝑃𝑃 ∗ 𝑅𝑅
𝑃𝑃 + 𝑅𝑅

 

where True Positives are the objects that have been assigned to the correct class, False Negatives 
are the objects that should have been assigned to a class but were not, and False Positives are 
the objects that were wrongly assigned to a class. The precision (P) is the proportion of correctly 
classified objects among all the retrieved objects; the recall (R) is the ratio between the number 
of correctly classified objects and the total number of relevant objects in the data. The F1 score 
is the harmonic mean of the precision and recall and evaluates the model’s accuracy. 

We tested two different models for this NER task. The first one shown on Figure 16 is based on a 
BiLSTM-LSTM-CRF architecture 20  (Bi-directional Long Short-Term Memory, Long Short-Term 
Memory and Conditional Random Fields); BiLSTM and LSTM are categories of neural networks, 
while CRF is a type of statistical model) illustrated in Figure . The second model is similar to the 
one presented by Strubell et al. in 201721, included in spaCy, an open-source library for natural 
language processing.  

We also tested different word embeddings: GloVE (Global Vectors for Word Representation)22, 
Word2vec (Google’s word embedding) 23, contextual embedding BERT (Bidirectional Encoder 
Representations from Transformers)24 and random embeddings. While BERT are contextualized 
/ dynamic word embeddings, all the others are static word embeddings. 

Finally, we evaluated the impact of the context level at which the experiments were done: 
sentence level, act level and page level. The evaluation cannot be done at line-level because there 
are (many) entities which are spread over two or more text lines. 

                                                           
20  Ma, X. and Hovy, E. (2016).  End-to-end sequence labeling via bi-directional lstm-cnns-crf. arXiv preprint 
arXiv:1603.01354. 
21 Strubell, E., Verga, P., Belanger, D., and McCallum, A. (2017). Fast and accurate entity recognition with iterated 
dilated convolutions. arXiv preprint arXiv:1702.02098. 
22 Pennington, J., Socher, R., and Manning, C. D. (2014).  Glove:  Global vectors for word representation. In EMNLP, 
volume 14, pages 1532–1543. 
23 Mikolov, T., Chen, K., Corrado, G., and Dean, J. (2013).  Efficient estimation of word representations in vector space.  
In International Conference on Learning Representations (ICLR 20013), workshop track. 
24 Devlin, J., Chang, M.-W., Lee, K., and Toutanova, K. (2018). Bert: Pre-training of deep bidirectional transformers 
for language understanding. arXiv preprint arXiv:1810.04805. 
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Figure 16 - BiLSTM-LSTM-CRF architecture from Ma and Hovy, 2016 

The BiLSTM-LSTM-CRF model performed better than spaCy model on BALSAC’s data, and gave 
the best results when considering act-level context, as seen in Table 6. This makes sense as the 
act is the structured unit within which the entities have relations to each other, and are significant. 

 

 Validation (%) Test (%) 

Model type 
Precisio

n 
Recall 

F1 
score 

Precision Recall 
F1 

score 
BiLSTM-LSTM-CRF(1) 86.67 92.87 89.66 87.11 93.38 90.14 
BiLSTM-LSTM-CRF(2) 87.58 88.52 88.05 88.99 90.07 89.53 
BiLSTM-LSTM-CRF(3) 86.25 90.08 88.12 85.39 89.45 87.38 
spaCy(1) 89.34 84.83 87.03 88.39 86.14 87.25 
spaCy(2) 87.72 83.85 85.74 86.93 84.62 85.76 
spaCy(3) 89.27 86.43 87.83 88.49 87.63 88.06 

Table 6. NER results from the BILSTM-LSTM-CRF and spaCy models, on the main entities (not 
properties), at (1) act level, (2) page level, (3) sentence level 
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Table 7 details those results for each entity class (age, first name, last name, place of residence, 
occupation and date.) 

 
Test (%) 

Precision Recall 
F1 

score 
AGE 86.36 94.06 90.05 
NOM 85.11 93.46 89.09 
LIEU RESIDENCE 84.34 91.30 87.68 
PROFESSION 92.86 89.22 91.00 
PRENOM 87.41 95.00 91.05 
DATE 90.70 91.32 91.01 
 87.11 93.38 90.14 

Table 7 - Detailed NER results on the main entities (not properties) 
 of the best model (BiLSTM-LSTM-CRF) with act-level context 

As for the different embeddings, the goal was to see if using embeddings such as Word2vec, 
GloVE or BERT, which are pretrained using billions of words, would improve accuracy compared 
to random embeddings. The results of these experiments are presented in Table 8. 

 

 Validation (%) Test (%) 
Model and 
embeddings 

Trained on Precision Recall 
F1 

score 
Precision Recall 

F1 
score 

BiLSTM-LSTM-
CRF, random 

-- 86.25 90.08 88.12 85.39 89.45 87.38 

BiLSTM-LSTM-
CRF, 
Word2vec 

Google 
News 

86.69 89.59 88.12 86.65 88.02 87.33 

BiLSTM-LSTM-
CRF, GloVe 

English 
Wikipedia 

86.66 89.93 88.27 85.27 88.57 86.89 

BiLSTM-LSTM-
CRF, BERT 

English 
Wikipedia 

83.93 88.09 85.96 82.96 84.00 83.48 

spaCy, GloVe 
(by default) 

English 
Wikipedia 

89.27 86.43 87.83 88.49 87.63 88.06 

 
Table 8. Evaluation of different word embeddings, with sentence-level context 
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Surprisingly, the random embeddings perform better than the other, pre-trained, embeddings 
with the BiLSTM-LSTM-CRF model. We can speculate that this comes from these embeddings 
being trained on English corpora, while BALSAC’s data is mostly in French. BERT embeddings 
could be, in addition to this pre-training, finetuned on our specific dataset, and then perhaps 
actually improve the NER results.  

In comparing spaCy and the BiLSTM-LSTM-CRF model, it must be noted that the overall best NER 
performance is obtained with the later, when considering the act-level context. Furthermore, 
spaCy does not provide confidence scores on its predictions, which is a major drawback for us: 
we need confidence scores so we can define a threshold above which a predicted entity is 
considered correct, and below which it must be verified by a human being. 
All the NER results previously presented were obtained on the manually transcribed text from 
our dataset. Table 9 displays NER results on the automatically recognized text from the same 
documents. 

 Validation (%) Test (%) 
 P R F1 P R F1 
Entities 59.91 58.92 59.41 58.33 57.67 58.00 
Roles 68.04 66.63 67.33 64.70 64.15 64.42 

 
Table 9. NER results from the BiLSTM-LSTM-CRF model, with act-level context, on the HTR 

transcripts 

The NER results are significantly worse, maybe more so than would be expected given the CER 
and WER from Table 4. But these are only our first experiments, and the metrics are harsh: an 
entity is either correctly or incorrectly identified, with no in-between evaluation when an entity 
spanning over multiple words is only partially extracted, for example. 

 

Concluding remarks: forwards into the partially unknown 
 
The preliminary results on all the operations — document layout analysis, handwritten text 
recognition and named entity extraction — are very encouraging and allow us to be confident 
about what we will be able to achieve as the i-BALSAC project continues. However, this optimistic 
outlook must be slightly mitigated. 

As exposed in the first section, the BALSAC corpus is inevitably diverse given the time and space 
covered by the registers. We conducted our experiments on what is, although a very satisfying 
amount of ground truth data, only a small sample of nearly 2 million pages, and we cannot say 
anything for sure about its representativity. Our models have not been trained on a statistically 
representative sample of the data, and they have been evaluated on data that resembles what 
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they were trained on, while we know for sure that there are much more dissimilar pages in the 
images outside this dataset. 

This diversity is the biggest challenge we face going forward: a variety of page structures, which 
will sometimes make it difficult to identify the acts; a variety of handwritings, and in the manner 
of recording events; a variety in the recorded populations as well, which means a great diversity 
of people names in particular. 
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